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LSC1) BSD General Commands Manual LSC1)

NAME
1s -- list directory contents

SYNOPSIS
1s [-ABCFGHLOPRSTUW@abcdefghiklmnopqrstuwxl] [file ...]

DESCRIPTION
For each operand that names a file of a type other than directory, 1ls displays its name as well as any
requested, associated information. For each operand that names a file of type directory, ls displays the
names of files contained within that directory, as well as any requested, associated information.

If no operands are given, the contents of the current directory are displayed. If more than one operand is
given, non-directory operands are displayed first; directory and non-directory operands are sorted separately
and in lexicographical order.

The following options are available:

-@ Display extended attribute keys and sizes in long (-1) output.

-1 (The numeric digit "“one''.) Force output to be one entry per line. This is the default when output
is not to a terminal.

-A List all entries except for . and ... Always set for the super-user.
-a Include directory entries whose names begin with a dot (.).
-B Force printing of non-printable characters (as defined by ctype(3) and current locale settings) in

file names as \xxx, where xxx is the numeric value of the character in octal.
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Randomized Differential Testing as a Prelude to Formal Verification

Alex Groce, Gerard Holzmann, and Rajeev Joshi
Laboratory for Reliable Software *
Jet Propulsion Laboratory
California Institute of Technology
Pasadena, CA 91109. USA

Abstract

Most flight software testing at the Jet Propulsion Labo-
ratory relies on the use of hand-produced test scenarios and
executed on systems as similar as possible to actual mission
hardware. We report on a flight software development effort
incorporating large-scale (biased) randomized testing on
commodity desktop hardware. The results show that use of
a reference implementation, hardware simulation with fault
injection, a testable design, and test minimization enabled a
high degree of automation in fault detection and correction.

Our experience will be of particular interest to develop-
ers and researchers working in domains where on-time de-
livery of software is critical (a strong argument for random-
ized automated testing) but not at the expense of correctness
and reliability (a strong argument for model checking, theo-
rem proving, and other heavyweight techniques). The effort
spent in randomized testing can prepare the way for gener-
ating more complete confidence.

1. Introduction

Every space mission generates a of large amount of data,
which must be stored until it can be downlinked to Earth for
analysis (or display on NASA TV and websites). In recent
missions, JPL has relied on Flash memory to store most of

thic dAata ac Flach ncec little nower hac little mace hac a

reliability for space missions. JPL’s experience with com-
mercial Flash systems has not established confidence that
that current commerical Flash file systems provide the reli-
ability required for space mission use [13].

Flash devices in space operate in a hostile environment:
solar flares and higher radiation levels make hardware faults
more likely; system reboot is a standard fault protection re-
sponse (as shown in the MER Flash anomaly [13]), making
it essential that a mission file system survive reboots with-
out loss of data integrity.

The Laboratory for Reliable Software has been devel-
oping Flash file system software for use in future space
missions, with the goal of using the full array of available
software verification and validation technologies — ran-
domized testing, runtime monitoring, static analysis, model
checking, and theorem proving [3] — to establish confi-
dence in the correctness of this file system.

This paper describes our efforts with randomized differ-
ential testing, including our approach to hardware simula-
tion with fault injection, randomized test input generation,
design for testability, and automated test case minimiza-
tion. Our eventual goals encompass more formal, heavy-
weight approaches to correctness, but past experience (and
common sense) indicate that during the early stages of de-
velopment, when requirements and code are fluid and rich
in errors, systematic, disciplined testing with a high degree
of automation offers a much quicker path to finding many
bugs. The infrastructure and specification effort applied to

P L £ T o A J . A P . S . .1

e M3 Flight Control System
(Space Missions)

e RARENUSIIIAENFE
H2 AR TIE

o (ERBENNNN & INELFE

A. Groce, G. Holzmann, and R. Joshi. Randomized
differential testing as a prelude to formal
verification. International Conference on

Software Engineering (ICSE), 621-631,2007. 7



SELi 1NN

FRRE R, BRXER (TR ESLNA)

Netflix/chaosmonkey N E T F L I X
chaosmonkey — Chaos Monkey is a resiliency tool that helps
applications tolerate random instance failures.

* Netflix ¥ ST ARSS (AWS) BtighR(Z 50, 1B AWS LB EER AANA]
TG RY 75 T0 & A P&

o AR TFE (Chaos Engineering) IR R FERIFE (resilience)
o BENLRHA—LEARSSSEH (via fault injection)

o RARIRBIRSANFER (FEINZARSS SEOIEPERT, load balancing N BEE T /& 1%
15K, ARBEFESIATIINIETITEH)

https://netflix.github.io/chaosmonkey/
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Probability of Failure at k-th Trial
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ANRMITXT R Z Class (Object-Oriented Programs)

public class HashSet extends Set {

public boolean add(Object o) { ... }
public boolean remove(Object o) { ... }
public boolean isEmpty() { ... }

public boolean equals(Object o) { ... }
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ANRMITXT R Z Class (Object-Oriented Programs)

Set s = new HashSet();
s.add(“hi");

Set s = new HashSet():
s.add(“hi"”);
s.remove(null);

St s newHashSet s ME— RN A EERED, SMERER
s.isEmpty();

s.remove(“no”); o — P BEAIEIER] method

> 1sEmpty( )3 o —LERBEAIEFERY parameter values
s.add(“no”);

S.1is Empty( ) ; o — N HEHNIELIER receiver object (if any)
s.isEmpty();



Feedback-directed Random Test Generation

Carlos Pacheco!, Shuvendu K. Lahiri2, Michael D. Ernst!', and Thomas Ball?
IMIT CSAIL, Microsoft Research

{cpacheco, mernst}@csail.mit.edu, {shuvendu,tball}@microsoft.com

Abstract

We present a technique that improves random test gen-
eration by incorporating feedback obtained from executing
test inputs as they are created. Our technique builds inputs
incrementally by randomly selecting a method call to apply
and finding arguments from among previously-constructed
inputs. As soon as an input is built, it is executed and
checked against a set of contracts and filters. The result
of the execution determines whether the input is redundant,
illegal, contract-violating, or useful for generating more in-
puts. The technique outputs a test suite consisting of unit
tests for the classes under test. Passing tests can be used
to ensure that code contracts are preserved across program
changes; failing tests (that violate one or more contract)
point to potential errors that should be corrected.

Our experimental results indicate that feedback-directed
random test generation can outperform systematic and
undirected random test generation, in terms of coverage
and error detection. On four small but nontrivial data
structures (used previously in the literature), our technique
achieves higher or equal block and predicate coverage than
model checking (with and without abstraction) and undi-
rected random generation. On 14 large, widely-used li-
braries (comprising 780KLOC), feedback-directed random
test generation finds many previously-unknown errors, not
found by either model checking or undirected random gen-
eration.

1 Introduction

There is an ongoing controversy regarding the relative
merits of random testing and systematic testing. Theoret-
ical work suggests that random testing is as effective as
systematic techniques [8, 15]. However, some believe that
in practice, random testing cannot be as effective as sys-
tematic testing because many interesting tests have very lit-
tle chance of being created at random. Previous empiri-
cal studies [9, 18, 28] found that random test input gener-
ation achieves less code coverage than svstematic eenera-

tion [18], model checking, and symbolic execution [28].

It is difficult to generalize the results of these studies with
regard to the relative advantages of random and systematic
testing. The evaluations were performed on very small pro-
grams. Because the small programs apparently contained
no errors, the comparison was in terms of coverage or rate
of mutant killing [21], not in terms of true error detection,
which is the best measure to evaluate test input generation
techniques. While the systematic techniques used sophisti-
cated heuristics to make them more effective, the type of
random testing used for comparison is unguided random
testing, with no heuristics to guide its search.

Our work addresses random generation of unit tests for
object-oriented programs. Such a test typically consists
of a sequence of method calls that create and mutate ob-
jects, plus an assertion about the result of a final method
call. A test can be built up iteratively by randomly select-
ing a method or constructor to invoke, using previously-
computed values as inputs. It is only sensible to build upon
a legal sequence of method calls, each of whose interme-
diate objects is sensible and none of whose methods throw
an exception indicating a problem. For example, if the one-
method test a=sqrt (-1) is erroneous (say, the argument is
required to be non-negative), then there is no sense in build-
ing upon it to create the two-method test a=sqrt (-1);
b=1og (a). Our technique uses feedback obtained from ex-
ecuting the sequence as it is being constructed, in order to
guide the search toward sequences that yield new and legal
object states. Inputs that create redundant or illegal states
are never extended; this has the effect of pruning the search
space.

We have implemented the technique in RANDOOP.!
RANDOOP is fully automatic, requires no input from the
user (other than the name of a binary for .NET or a class
directory for Java), and scales to realistic applications with
hundreds of classes. RANDOOP has found serious errors in
widely-deployed commercial and open-source software.

Figure 1 shows a test case generated by RANDOOP when
runon Sun’s JDK 1.5. The test case shows a violation of the
equals contract: a set sl returned by unmodifiable-

Pacheco C, Lahiri S K, Ernst M D, et
al. Feedback-directed random test
generation. International Conference

on Software Engineering (ICSE),
2007:75-84.



Download the View the
a n OO p Latest Release | GitHub Project
Automatic unit test generation for Java

What is Randoop?

Randoop is a unit test generator for Java. It automatically creates unit tests for your classes, in JUnit format.

The Randoop manual tells you how to install and run Randoop.

How does Randoop work?

Randoop generates unit tests using feedback-directed random test generation. This technique pseudo-randomly, but smartly, generates
sequences of method/constructor invocations for the classes under test. Randoop executes the sequences it creates, using the results of the
execution to create assertions that capture the behavior of your program. Randoop creates tests from the code sequences and assertions.

Randoop can be used for two purposes: to find bugs in your program, and to create regression tests to warn you if you change your
program's behavior in the future.

Randoop's combination of test generation and test execution results in a highly effective test generation technique. Randoop has revealed
previously-unknown errors even in widely-used libraries including Sun's and IBM's JDKs and a core .NET component. Randoop continues to
be used in industry, for example at ABB corporation.

Documentation

Randoop user manual

For Randoop developers/contributors:



Randoop

Feedback-Directed Random Test Generation
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Randoop

Feedback-Directed Random Test Generation

Create a value pool for primitive type « {true, false, 0, 1, "hi", null, ...}

Repeat until time limit expires:

Randomly pick a public method m(T7,...,Tx) — Tre

For each parameter of type T;, randomly pick a sequence S; from the
value pool that constructs an object v; of type T;

Create a new sequence Syew = S1; ... ; Sk; Tret Unew = m(v1,...,0k)
If Snew Was previously created, discard it

Execute S,.» (check the contracts after each method call) and add
it into the pool

19



Randoop

Program Under Test

public class A{
public A() {...}
public B m1(A a) {...}
s
public class B{
public B(int i) {...}

public void m2(B b, A a) {...

}

Sequence Pool

20



Randoop

Program Under Test

public class A{
public A() {...}
public B m1(A a) {...}
s
public class B{
public B(int i) {...}

public void m2(B b, A a) {...

}

Sequence Pool

sl: B bl = new B(0);

Test |
B bl = new B(0);

21



Randoop

Program Under Test

public class A{
public A() {...}
public B m1(A a) {...}
s
public class B{
public B(int i) {...}

public void m2(B b, A a) {...

}

Sequence Pool

sl: B bl = new B(0);
s2: A al = new A();:

Test |
B bl

Test 2
A al

new B(0Q);

new A();

22



Randoop

Program Under Test

public class A{
public A() {...}
public B m1(A a) {...}
s
public class B{
public B(int i) {...}

public void m2(B b, A a) {...

}

Sequence Pool

sl: B bl = new B(0);

s2: A al = new A();

s3: A al = new A();
B b2 = al.ml(al);

Test |
B bl

Test 2
A al

Test 3

A al
B b2

new B(0Q);

new A();

new A():

al.ml(al);

// from s2

23



Randoop

Program Under Test

public class A{
public A() {...}
public B m1(A a) {...}
I3
public class B{
public B(int i) {...}

public void m2(B b, A a) {...

}

Sequence Pool

sl: B bl = new B(0);

s2: A al = new A();

s3: A al = new A();
B b2 = al.ml(al);

s4:

Test |

B bl = new B(0);
Test 2

A al = new A();
Test 3

A al = new A(); // from s2
B b2 = al.ml(al):

Test 4

B bl = new B(Q); // from sl
A al = new A(); // from s3
B b2 = al.ml(al);

bl.m2(b2, al);

24



Randoop

Feedback-Directed Random Test Generation

{&
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Randoop

Feedback-Directed Random Test Generation

£ T EL5CI) 3735 Regression Test [l Error-Revealing Test AV

e Regression Test (detect future bugs)

s ICXRERIRTH, BTREEERYINE
* Error-Revealing Test (detect current bugs)

o BRI PIER FIEEFERVTRPE

o WHFXS Error-Revealing Test 71T Minimisation
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Randoop

Feedback-Directed Random Test Generation

& & I Open)DK AR ESLHIfE

@Test

public static void testl() {
LinkedList 1list = new LinkedList();
Object ol = new Object();
list.addFirst(ol);

// A TreeSet 1s an ordered collection, and this call should
// throw a ClassCastException because the list element 1s not
// Comparable. But the constructor silently accepts the list
TreeSet t1 = new TreeSet(list);

Set s1 = Collections.synchronizedSet(t1);
// At this point, we created a set (sl1l) that violations reflexivity

// of equality: it is not equal to itself!
org.junit.Assert.assertEquals(sl, sl1);



BagEANIENS, void foo (int n)

// Test Suite A
1, 2, 3, 4, 5, 6, 7, 8, 9, 10

// Test Suite B

-2345, 12, 342, -4443, 2, 9437, -18, 24, 9934332, -5244

o AR—HMNEHEELF?

s ERBEEATIMRIREIIB T, BN EHRERINEE

1 BB ZER!
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GNSRBAIXT M A = [B]

int foo(int x, int y) A

if (x >0 & y < 10) {
// Taulty code
I3

1HY Failure Region f{£E{kR1%

_—

~

Failure-Triggering Inputs

29
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1HY Failure Region f{£E{kR1%

Strip Pattern

Block Pattern

Point Pattern
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FSCS-ART

Fixed-Size-Candidate-Set

T = {test inputs that have been executed} (executed set)
Generate a new test input at each time:
1. C=sample a set of N inputs at random (candidate set)

2. Choose c from C so that it is the farthest away from all the inputs

in T, thatis, V¢’ € C,mindist(c,t) > mindist(c’, t)
teT 1T

3. Addcinto T

34



FSCS-ART

Fixed-Size-Candidate-Set

Cl

' C2

0

T = {t1, t2, t3} (executed set)

C = {c1, 2} (candidate set)
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FSCS-ART

Fixed-Size-Candidate-Set
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FSCS-ART

Fixed-Size-Candidate-Set
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FSCS-ART

Fixed-Size-Candidate-Set
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1<i<n
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Adaptive Random Testing: An lllusion of Effectiveness?

Andrea Arcuri
Simula Research Laboratory
P.O. Box 134, 1325 Lysaker, Norway
arcuri@simula.no

ABSTRACT

Adaptive Random Testing (ART) has been proposed as an enhance-
ment to random testing, based on assumptions on how failing test
cases are distributed in the input domain. The main assumption
is that failing test cases are usually grouped into contiguous re-
gions. Many papers have been published in which ART has been
described as an effective alternative to random testing when us-
ing the average number of test case executions needed to find a
failure (F-measure). But all the work in the literature is based ei-
ther on simulations or case studies with unreasonably high failure
rates. In this paper, we report on the largest empirical analysis of
ART in the literature, in which 3727 mutated programs and nearly
ten trillion test cases were used. Results show that ART is highly
inefficient even on trivial problems when accounting for distance
calculations among test cases, to an extent that probably prevents
its practical use in most situations. For example, on the infamous
Triangle Classification program, random testing finds failures in
few milliseconds whereas ART execution time is prohibitive. Even
when assuming a small, fixed size test set and looking at the prob-
ability of failure (P-measure), ART only fares slightly better than
random testing, which is not sufficient to make it applicable in re-
alistic conditions. We provide precise explanations of this phe-
nomenon based on rigorous empirical analyses. For the simpler
case of single-dimension input domains, we also perform formal
analyses to support our claim that ART is of little use in most sit-
uations, unless drastic enhancements are developed. Such analyses
help us explain some of the empirical results and identify the com-
ponents of ART that need to be improved to make it a viable option
in practice.

Categories and Subject Descriptors
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1. INTRODUCTION

Random testing does not exploit any information about the soft-
ware under test (SUT). Therefore, historically it was considered
a naive testing strategy that is less effective than partition testing.
Myers in his 1979 book [34] states “probably the poorest [test case
design] methodology is random input testing ...”. But this state-
ment was not agreed upon by everyone. Thayer et al. [41] for
example were favorable to random testing, recommending it as a
necessary final step of the testing activity.

In a seminal paper, Duran and Ntafos [17] carried out a series
of experiments in which they showed that random testing could be
more effective than the commonly used partition testing. That was
a counterintuitive result that opened the doors to a large body of
literature on the properties and benefits of random testing. Random
testing has been shown to be a very useful tool in the hands of
software testers and it is not a minor technique as it was originally
thought [17, 5].

Usually, in random testing the test cases are sampled at random
from the input domain D of the SUT with uniform probability. In
other words, each test case is sampled with probability p = 1/|D|.
The motivation is that, if we do not know anything about the SUT,
then each test case is as likely as the others to be able to detect
failures. However, if the distribution of failing test cases follows
some specific patterns, then this information could be exploited to
give higher probability to sampling test cases that are more likely
to detect faults.

One property that has been noticed in numerical applications is
that often failing test cases tend to cluster in contiguous regions of
the input domain D [42, 1, 19, 38], referred to as faulty regions.
For example, in a function that takes as input two integers x and y,
if there is a fault inside a conditional statement such as i f (x>=0
&& y>=0 && x>=y), then we could have a contiguous region
of failing test cases in the positive sub-area z > y.

Based on the above assumption, a modified version of random
testing has been proposed: Adaptive Random Testing (ART) [13,
12]. The fundamental idea behind ART is to reward diversity among
sampled test cases. If a test case does not detect any failure, then in
presence of contiguous faulty regions it would be better to sample
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Assume a 1-dimensional integer domain D

1 failure region 20
with length z =5

There will be IDI -z + 1 ways of placing the failure region in D
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Assume a 1-dimensional integer domain D

1 x =10 20
This test suite can cover z = 5 failure region placements

[16,10],[7,11],[8,12],[92, 13],[10, 14]
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Assume a 1-dimensional integer domain D

1 x1=8 x2=10 20

This test suite can cover 7 failure region placements

[4,8],[5,9],16,10],[7,11],18,12],[9, 13],[10, 14]
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Assume a 1-dimensional integer domain D

5 X2=1O 20

1 X1

This test suite can cover 2z = 10 failure region placements

[1,5],12,6],13,7],[4, 8],15, 9]
[16,10],[7,11],[8,12],[92, 13],[10, 14]
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Assume a 1-dimensional integer domain D

S X2=15 20

|
|
1 X1 =

Further increase the distance between the two test cases
will not necessarily increase their fault detection capability
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Theorem. For the set of programs S, assuming one faulty region of size z,

a sufficient condition to maximise the probability that a set K of test cases
detects a failure is when

min(dist(Tmin,T1),dist(2i,Ti41),dist(Z) k|, Tmaz)) = 2.
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Random testing is not only a useful testing technique in itself, but also plays a core role in many other
testing methods. Hence, any significant improvement to random testing has an impact throughout the
software testing community. Recently, Adaptive Random Testing (ART) was proposed as an effective alter-
native to random testing. This paper presents a synthesis of the most important research results related
to ART. In the course of our research and through further reflection, we have realised how the techniques
and concepts of ART can be applied in a much broader context, which we present here. We believe such
ideas can be applied in a variety of areas of software testing, and even beyond software testing. Amongst
these ideas, we particularly note the fundamental role of diversity in test case selection strategies. We
hope this paper serves to provoke further discussions and investigations of these ideas.

Failure-based testing
Failure pattern
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1. Introduction

Despite decades of effort to develop alternative technologies,
software testing remains the primary way to verify the quality of
software systems. However, it remains a labour-intensive, slow
and imperfect process. It is, therefore, important to consider how
testing can be performed more effectively and at a lower cost
through the use of systematic, automated methods.

Attempts to automate the generation of test data through vari-
ous forms of random selection date from the early 1960s (Renfer,
1962), and have been a regular feature of the research literature
and industrial practice. Random testing is simple in concept, often
easy to implement, has been demonstrated to effectively detect
failures, is good at exercising systems in unexpected ways (which
may not occur to a human tester), and may be the only practical
choice when the source code and the specifications are unavailable
or incomplete. It has been used extensively as a testing method in
itself; furthermore, it forms a core part of many other testing
methods. On the other hand, it is often argued that such random
testing is inefficient, as there is no attempt to make use of any
available information to guide testing. This work now encompasses

result in failures in contiguous areas of the input domain, known as
failure patterns. ART systematically guides, or filters, randomly gen-
erated candidates, to take advantage of the likely presence of such
patterns. In this paper, we attempt to provide a synthesis of the
growing body of piecewise research in the area of ART. We provide
new insights and interpretations by explicitly drawing out novel
links among individual research results. We report how ART can
be adapted for testing a wide variety of types of software, and
how it has inspired theoretical analysis that has revealed funda-
mental connections between software failure behaviour and max-
imum testing effectiveness. We believe that this work, viewed as a
whole, is significant both to researchers in software testing and to
practitioners.

Section 2 introduces the concept of failure patterns, which pro-
vided the key inspiration for ART, the fundamentals of which are
described in Section 3. Under certain conditions, ART is close to
an optimally effective test case selection strategy, as we outline
in Section 4. Section 5 describes how ART can be applied to a wide
range of software through the development of appropriate “dis-
tance measures”. In Section 6, our attention turns from summaris-
ing work already conducted to exploring possibilities for
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PB-ART

Partition Based-ART

T = {test inputs that have been executed}
Generate a new test input at each time:

1. Partition the input domain D into m disjoint subdomains according
to a given criterion

2. Choose a subdomain D;, and select test input ¢ from D; at random

3. Addcinto T
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Partition Based-ART
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